COS 60 Handout – Addendum to Lecture 08 : Animation
This handout reviews the basic principles of time-driven animation in OpenGL.  It is highly recommended for those who did not attend COS56 last semester, or who need a refresher.  This addendum is optional; you might be better off working on the scene project; it’s up to you to use your time as you see fit.

In your code today, glutDisplayFunc() takes the name of a function that /you/ wrote and registers the function with OpenGL.  Then whenever OpenGL needs to re-draw your window, it calls your function.  You can register other functions too, for when other Windows things happen that your program might be interested in.  First among these is the idle handler.

If you call

            glutIdleFunc(myIdleFunction);

and pass in the name of a function declared as

            void myIdleFunction(void)

            {

              // Animate your data here

              [...]

              glutPostRedisplay();

// This line goes at the end 

// of idle(); it redraws 

// the screen.

            }

then every single time the PC is idle—which is most of the time—OpenGL will call your idle function. 

Double-Buffering


As you begin experimenting with animation, you’ll notice that the screen flickers a great deal.  This is caused by single buffering.  By default as you draw new OpenGL shapes, they go straight to the screen.  If the screen is quick enough, it may show parts of your updates before the rest have finished; you may see fragments and flickering blocks of your picture.


To avoid this problem, you’ll want to switch to double buffering.  In double buffering mode, your GL calls are rendered onto an offscreen “virtual canvas” which is then not presented to the user until you say that’s safe to do so.  So you can perform a whole series of graphics operations without worrying that the user will see fragments of your updates before you’re ready.


To switch to double buffering means changing two lines of your code.  

First off, when you initialise OpenGL you probably call glutInitDisplayMode(GLUT_SINGLE).  Instead of passing GLUT_SINGLE, pass in GLUT_DOUBLE; this sets GL into double-buffering mode.

Secondly, at the end of your display routine you probably call glFlush().  This is the standard method to tell GL that you’re done updating the screen buffer.  In double buffering mode, you need to call glutSwapBuffers() instead. glutSwapBuffers() will automatically call glFlush() for you, and then swap the back buffer (where you’ve been drawing) onto the screen.

Clearing the depth buffer


Another foible to be careful of in animation is your depth buffer bit.  As you move objects around in your scene, you need to be sure to clear not only the color buffer (with GL_COLOR_BUFFER_BIT) but also the depth buffer, which tracks what’s in front of what (with GL_DEPTH_BUFFER_BIT).  Depth buffers will be covered in more detail in a later lecture.  For now, at the start of your display routine, be sure that instead of just glClear(GL_COLOR_BUFFER_BIT) you have the full 

glClear(GL_COLOR_BUFFER_BIT|GL_DEPTH_BUFFER_BIT);

and your animation will proceed smoothly.

Animation

What is animation?



Animation is data changing over time.

If a car is moving, its position is changing over time.  Every time the clock ticks, the car’s position changes just a little.


If a CD spins, its angle changes over time.  As the clock ticks, the angle of how far it’s spun steadily changes.


If David Beckham kicks a football and it arcs around the opposing goalie in a nice curve, it’s because the ball’s spinning as it moves.  As the clock ticks, the angle of rotation of the ball changes and so does its position.


So : animation is data changing over time.  This raises two questions:
1) What is data?


In C++, this is data:


float x = 27;


or this:


float dx = 1;

or this:


class point {


  public:


    float x, y;


};


point pt = {0,0};

2) What is time?


In OpenGL, this is time:



glutIdleFunc(myidle);



...



...



void myidle()



{



  x = x + 1;



  glutPostRedisplay();



}


You can think of animation in your virtual world as “writing an idle() function to gradually change the value of a variable as time passes, and using that variable to position or rotate an object.”

Example 1:

Here we’ll declare a variable x to store the position of a sphere, and use the idle() function to change x:


float x = -4;


void myidle()


{


  x = x + 0.01;


  if (x >= 4)


    x = -4;

  glutPostRedisplay();


}

void mydisplay()

{

  glClear(GL_COLOR_BUFFER_BIT | GL_DEPTH_BUFFER_BIT);

  glLoadIdentity();

  gluLookAt(0,0,10,  0,0,0,  0,1,0);

  glTranslatef(x,0,0);

  glutSolidSphere(1,20,20);

  glSwapBuffers();

}

Because the value of ‘x’ changes over time, the sphere moves.

Example 2:
Here we’ll do the exact same thing as in example one, but let’s add a y variable as well:


float x = -4;

float y = 0;


void myidle()


{


  x = x + 0.01;


  if (x >= 4)


    x = -4;


  y = sin(x);

  glutPostRedisplay();


}

void mydisplay()

{

  glClear(GL_COLOR_BUFFER_BIT | GL_DEPTH_BUFFER_BIT);

  glLoadIdentity();

  gluLookAt(0,0,10,  0,0,0,  0,1,0);

  glTranslatef(x,y,0);

  glutSolidSphere(1,20,20);

  glSwapBuffers();

}

Example 3:
The variable that you change doesn’t have to be the variable you display.  It could define what you display in some other way.  For instance, in the following example, we’ll define a variable ‘t’ and use it as an angle of spin:


float t = 0;


void myidle()


{


  t = t + 0.01;

  glutPostRedisplay();


}

void mydisplay()

{

  float x, y, r;

  r = 3.0;

  x = r * cos(t);

  y = r * sin(t);

  glClear(GL_COLOR_BUFFER_BIT | GL_DEPTH_BUFFER_BIT);

  glLoadIdentity();

  gluLookAt(0,0,10,  0,0,0,  0,1,0);

  glTranslatef(x,y,0);

  glutSolidSphere(1,20,20);

  glSwapBuffers();

}


In each of the above examples, we have our idle() function and then at the end we call glutPostRedisplay().  GlutPostRedisplay() sends a message to OpenGL asking it to redraw the graphics window with your new data.  OpenGL will handle this by calling your display() routine for you.

Animating the Camera:

When you call gluLookAt(0,0,10,  0,0,0,  0,1,0);, you’re telling OpenGL that you want a camera positioned at (0,0,10), looking at (0,0,0), with an up axis of (0,1,0).


If you were to use a variable instead of hand-typing “0,0,10”, you could change that variable in your idle() function.  You could animate the camera.

Example 4:
Here we’ll use a variable to spin x and y in a circle, just like in Example 3.  Only instead of using the x,y coordinates to position the scene, we’ll use them to position the camera.


float t = 0;


void myidle()


{


  t = t + 0.01;

  glutPostRedisplay();


}

void mydisplay()

{

  float x, y, r;

  r = 10.0;

  x = r * cos(t);

  y = r * sin(t);

  glClear(GL_COLOR_BUFFER_BIT | GL_DEPTH_BUFFER_BIT);

  glLoadIdentity();

  gluLookAt(x,0,y,  0,0,0,  0,1,0);

  glutSolidCube(1);

  glSwapBuffers();

}

It can be a little difficult to tell the difference between a moving camera and a spinning cube; try putting the camera code into a more complex scene for better viewing.

